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Motivation

* Problem Definition:

+ One major convenience of AutoML paradigm is the full automation of feature extraction,
parameter optimization, and optimal model selection. However, this high level of
automation typically requires parallel search of parameters relying on frameworks that
support horizontal and vertical scaling such as the Kubernetes cluster.

* Approach:

AutoMLOPs is an extension of AutoML automation by enabling automated deployment of
AutoML applications in the cloud with zero-touch coding.

AutoMLOPs leverages on the combination of open-source technologies such as: Argo
Workflow, MLFlow, Minio Object Store, Kubernetes Cluster, and LLM Agents.

We use the LLM Agents with our MCP (model context protocol) tooling to translate and
execute user intent into AutoML deployment workflow with zero to minimal coding.

The Al workflow enables the LLM Agent to access results from the experiment logs and
provide summaries and suggestions related to model performance.

We will demonstrate in this presentation how these various components can seamlessly

v«{orkdtogether to achieve zero to minimal coding in deploying AutoML applications in the
cloud.
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* Problem Definition:

* One major convenilience of AutoML paradigm 1s the full automation of
feature extraction, parameter optimization, and optimal model
selection. However, this high level of automation typically requires
parallel search of parameters relying on frameworks that support
horizontal and vertical scaling such as the Kubernetes cluster.

* Approach:

* AutoMLOPs 1s an extension of AutoML automation by enabling automated
deployment of AutoML applications 1n the cloud with zero-touch coding.

* AutoMLOPs leverages on the combination of open-source technologies
such as: Argo Workflow, MLFlow, Minio Object Store, Kubernetes
Cluster, and LLM Agents.

* We use the LLM Agents with our MCP (model context protocol) tooling to
translate and execute user intent into AutoML deployment workflow with
zero to minimal coding.

* The AT workflow enables the LLM Agent to access results from the

experiment logs and provide summaries and suggestions related to model
performance.

* We will demonstrate in this presentation how these wvarious components
can seamlessly work together to achieve zero to minimal coding 1in
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Results for LLM Agent
Summarization

Experiment Logs

From worker 8: /amlp/.CondaPkg/.pixi/envs/default/lib/python3
stica.py:127: ConvergenceWarning: FastICA did not converge. Consider i
f iterations.

From worker 8: warnings.warn(

From worker 8: /amlp/.CondaPkg/.pixi/e]
stica.py:127: ConvergenceWarning: FastICA did n(
f iterations.

mlj/e 2213 Experiments Models Prompts

AutoMLClassifications_fit_IIE

From worker 8: warnings.warn( Overview
From worker 8: fold: 3, 0.093513416912
From worker 8: errors: 0
784 x4 DataFrame Parameters (2) Metrics (2)
Row Description mean sd Pipeline 2
String Float64 Float64 Pipeline
Parameter Value Metric
1 | (pt |> noo.. 0.0664.. 0.0082.. Pipelin.. [EEESEES (norm [> pea) + (pt [> pea |
2 (pt |> noo.. 0.0671.. 0.0106.. Pipelin.. searched_pipelines v ["(norm |> pea) + (norm |> “(norm |> pea) + (pt |> pea) |
3 (pt |> fa).. 0.0678.. 0.0105.. Pipelin.. s A s mm;":;:':‘.z‘;"’]"m CRIPC Sl
4 (pt |> noo.. 0.0680.. 0.0080.. Pipelin.. , (L |> pea) + (norm > p
5 (rb |> noo.. 0.0681.. 0.0123.. Pipelin.. )
6 (pt |> noo.. 0.0682.. 0.0137.. Pipelin..
7 (pt |> noo.. 0.0683.. 0.0123.. Pipelin.. "(mx |> pea) + (m
8 | (pt |> pca.. 0.0683.. 0.0225.. Pipelin.. TS
778 | (norm |> n.. 0.1095.. 0.0197.. Pipelin.. ot S e N Ok Eo AT e
779 (norm |> p.. 0.1096.. 0.0221.. Pipelin.. (Pt > (b > o et T
780 (norm |> i.. 0.1098.. 0.0180.. Pipelin.. =l i '+ (D L = Sl
781 | (norm |> f.. 0.1102.. 0.0401.. Pipelin.. o o )% (o I pee) I ada
782 (norm |> n.. 0.1102.. 0.0201.. Pipelin.. >
783 (norm |> i.. 0.1104.. 0.0285.. Pipelin..
784 (norm |> n.. 0.1185.. 0.0416.. Pipelin..

769 rows omitted
A View run AutoMLRegressions_fit_Uém at: http://sunrise-mlflow-trackin
980ef4c68b8256dd31b656754
/ View experiment at: http://sunrise-mlflow-tracking.mlflow:5080/#/exp:
Downloading artifacts: 100% ||| BB 1/1 [00:00<00:00, 110.54it/s]
mse = 0.06055984001172913
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Execution Performance: Memory Resource Crisis

The most critical finding is widespread memory resource mismanagement affecting core services:

Total Duration: 43 seconds from initialization to completion
« Email Service Critical State: Pod has experienced 349 restarts with continuous

Pipeline Coverage: 28 distinct machine learning pipeline configurations evaluated
OOMKilled events

Success Rate: 100% completion without errors or pipeline failures
Cross-Validation Strategy: 3-fold validation ensuring robust performance estimates o Memory configuration: 1300M requests, 1500M limits (only 200M headroom)

o Last termination: OOMKilled with exit code 137

Model Performance Excellence
o Impact: Service instability and potential email delivery failures

The AutoML system achieved remarkable classification performance across multiple algorithm combinations:

Top-Performing Pipeline Configurations: * Monitoring Infrastructure Instability: Coroot node agent experiencing 175 restarts

o Memory requests: 50Mi vs actual usage: 662Mi (13x over-allocation)

Rank | Pipeline Configuration | Accuracy | Standard Deviation | Performance Tier
o Memory limits: 1Gi but consistently hitting OOM conditions

i |> el |> rbfsve | 98.67% £2.38% Elite o Impact: Compromised monitoring and observability capabilities

Service and Network Health Assessment

0, 0, H
(norm |> pca) |> rbfsvc | 97.48% £0.82% Elite Despite memory issues, network infrastructure remains robust:

(pt |> pca) |> rbfsve 97.26% +0.78% Elite Component Status Details

(norm |> fa) |> rbfsvc 97.25% £2.41% High Services # Healthy All 32 services have active endpoints

(pt |> noop) |> rbfsve 9719% +1.06% High DNS Resolution # Functional Kubernetes DNS operational with minor chaos-dns warnings

Algorithm Performance Analysis: Network Policies | # Clear No restrictive policies blocking traffic

# Established | All pods properly networked across 4 nodes

RBF Support Vector Classifier (rbfsvc): Dominant performance across all preprocessing combinations Pod Connectivity

Random Forest Classifier (rfc): Secondary performance with 93.07% * 5.36% accuracy

Gradient Boosting Classifier (gbc): 90.49% * 7.04% accuracy with higher variance el el L

AdaBoost Classifier (adac): Baseline performance at 80.59% + 8.93% accuracy Analysis reveals significant resource allocation mismatches:
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